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DevOps for the database
an overview

At first glance, it may seem that  
we have already achieved “peak 
automation.” Companies have 
adopted the DevOps process in 
droves, and app development 
pipelines are becoming ever more 
streamlined and automated.

Continuous integration and 
continuous delivery (CI/CD) is 
proving to be an effective way to 
reduce time-to-market and ensure 
optimal code quality. However, 
database delivery automation 
continues to be overlooked when 
CI/CD pipelines are being set up.  

No matter where you look, the 
database is left out of the loop. 
Automation breaks whenever 
databases are involved, making life 
difficult for the database 
administrators (DBAs), developers, 
IT professionals, CISOs, and 
anybody else who works with 
stateful applications.

The DevOps progress will remain 
only half-baked as long as 
companies implementing 
continuous delivery for their 
application code fail to do the 
same with database code.

While DevOps has been widely 
adopted to quickly deploy 
development changes when it 
comes to databases, only 12 
percent of respondents are able to 
deploy database changes daily. 

Let's take a closer look at why this crucial aspect can no longer be neglected.

Continuous delivery is highly adopted
for  application development (55 percent
of non-partial implementations), but lags
behind when it comes to databases (25 percent
of implementations). 
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T O P  B E N E F I T S

Deliver faster while 
improving quality.

Optimize DBA time.

Simplify compliance 
and audit processes.

CI/CD for the database implies 
short and ongoing 
build-test-release cycles that form a 
series of validations along the 
deployment pipeline. This repeated 
testing of processes and scripts 
before deployment to production 
means most errors are discovered 
early on and therefore have 
minimal impact. 

Moreover, finding and fixing such 
errors is much easier with fewer 
changes per release. Database 
changes are thus released faster 
and more frequently, yet with 
greatly reduced risk of deployment 
problems owing to a heavy focus on 
visibility, instant feedback, and 
incremental changes.  

database delivery automation?

Database release automation (DRA) is the process of packaging and 
deploying database changes across environments throughout the 
software delivery pipeline, from Dev to QA and ultimately to 
production. Best DRA solutions combine release automation, source 
control, and compliance automation tools.

What is

Avoid downtime and 
system crashes.

Improve collaboration 
between developers 
and DBAs.

Shorten feedback loops.
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DevOps world
where is the database?

Adopting DevOps allows 
organizations to streamline 
software delivery lifecycles 
to rapidly deliver better 
software. With the 
transition of organizations 
to agile development, 
there has been a rapid 
increase increase in the 
number of releases and 
development cycles. 

But no matter how much we 
accelerate, most organizations want 
to accelerate further to deliver more 
capacity, faster, better, and at 
higher frequency than they do 
currently.

DevOps culture has been highly

focused on code and infrastructure 
layers to date - setting aside a 
critical component - the database. 
The database in a lot of 
organizations remains to be the last 
DevOps frontier that has 
tremendous potential to further 
accelerate the delivery process.

DatabaseCode Infrastructure

Azure
Devops ?

More than 
once/day

14%

24%

More than 
once/week

29%

38%

Couple of 
times/month

37%

23%

Once/
month

8% 6%

A few 
times/quarter

10%
6%

A few 
times/year

3% 4%

Frequency of Application Deployments by DevOps
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Database DevOps helps 
organizations deploy 46 times 
more frequently while improving 
quality and recovering faster after 
experiencing failures. It stands to 
reason that a healthy DevOps 
ecosystem cannot exclude the 
database from the pipeline.

More and more companies are 
recognizing the business 
importance of database 
automation and treating the 
database as an integral part of the 
CI/CD pipeline. A recent IT 
Revolution Press survey has shown 
that implementing database 
DevOps can help organizations 
deploy code 30 times faster. This is 
the best way to shift focus from 
operational chores to quality and 
better planning for improved 
performance.

The DevOps method truly thrives 
when the entire organization is 
included in the process, from devs 
and IT teams, all the way to 
database admins (DBAs). 

Yet, only 25 percent of 
organizations have implemented 
continuous delivery (CD) as a part 
of their database strategy. 
Compared to 55 percent of 
organizations confirming they have 
adopted CD for application 
development, the number looks 
surprisingly low. 

Why is database DevOps so far 
behind? 
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Ten problems 
arising from
the disconnect 
between DevOps 
and the Database 
teams

Despite all the aforementioned 
benefits of database DevOps, the 
majority of database processes 
remain siloed. Organizations are still 
not prioritizing the automation of 
their databases and keeping DBAs 
out of the DevOps loop.

1 Rise in technical issues that are 
unique to the database world 

The failure to include database 
code into the CI quickly snowballs 
into configuration drifts, release 
bottlenecks, downtimes, and failed 
policy enforcements.

There are a number of issues 
plaguing organizations that are 
unique to database development, 
and are not seen in code 
development, such as configuration 
drifts, accidental overrides, partial 
updates, and more.

By far the biggest issue is 
configuration drifts (which causes 
over 70 percent of errors in the 
database), something that can be 
easily eliminated by automating the 
database with a tight version-control 
solution that can enforce your 
database change policy.
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When it comes to database delivery, the biggest issue is that the 
change process is not repeatable: the script generated to one 

environment might be different from the one generated for the next 
environment, as the environments might be different (drifted). This 

can present high risk in an automated process. 

Accidental 
overrides

70%

40%

Conflicts 
between 
different 

teams

35%
31%

Partial 
updates

27% 26%

Undocumented 
hotfix

25%

12%

Wrong 
ordering of 
script in the 
deployment

Partial 
code

Top Reasons for Errors When
Making Changes to the Database

Invalid
code

Differences 
between env. 
(configuration 

drifts)

There are plenty of reasons that can cause errors when making changes to a database. 
We asked to pick the top three, and one stood out - failures due to configuration 
drifts (something that works in one environment fails on the next due to configuration 
inconsistencies).

All of these issues have long been solved in the world of code development and release. 
Companies will need to find ways to introduce similar solutions for their database to 
help reduce if not eliminate these causes for errors.
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2 Manual deployments cause 
bottlenecks and delays

Compared with a couple of years 
ago,  it now takes almost double 
the time for database teams to just 
deal with the changes. The 
ever-growing volume of manual 
processes that DBAs and DB teams 
have to execute slows down the 
entire organization.

Database teams need to find a way 
to deliver at high frequency, with 
high capacity, while satisfying the 
need for self-service without losing

 control on account of 
database-specific problems. 

Deployments come with a lot of 
responsibility from the operational 
and security standpoints. DBAs are 
often viewed as stakeholders who 
stop new code releases and slow 
down the CI/CD pipeline. But is this 
really their fault with so many 
manual processes piling up and 
creating massive backlogs? 

37

How DBAs Spend Their Time?

Database 
changes

18

14

13

12

11

Optimization

Installation 
& upgrades

Other

Backup & 
recovery

Security

Time is being shifted into change delivery, at the expense of security!

DB changes

Security

22% -> 27% -> 37%

23% -> 13% -> 11%
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3 Manual deployment 
increases risk of failure

Lack of database delivery 
automation means that 
organizations are still doing things 
the old-school way—manually. 
Running faster with manual, not 
repeatable, processes in the 
database leads to a higher 
frequency of failure.

Not automating your database 
results in DBAs being increasingly 
pulled into manual processes, 

which will inevitably increase risks 
and reduce release quality. 

Database teams need to figure out 
how we move fast but ship with 
quality and in such a way that 
doesn’t break the database with the 
help of baked-in controls. In other 
words, we need to figure out how to 
implement modern DevOps 
processes in the database.

Database Change Frequency vs. Last Database Crash

<quarter

18%

<week <day

25%

42%

Looking at the amount of database failures, we can clearly see that the 
amount of failures increases as the frequency of database deployment
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Frequency of Database Deployment - past month

Database crashes are quite 
frequent. A quarter (25%) 
had a significant problem 

in the past month, and 
almost half (46%) in the 

past 3 months
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4 Changes to application code fail to take into 
account the unique nature of the database

Accelerated DevOps delivery 
pipelines have pushed DBAs into 
added pressure to accept code 
changes. This makes it easier for 
other stakeholders to disregard 
their opinions and request any 
changes the development team 
wants. However, this comes at a 
price of deployment loopholes and 
security issues.

The bottom line is that you need to 
involve DBAs as early as possible to 
shift database ops left, to avoid 
post-release issues. The better your 
cross-department collaboration, the 
more transparency and clarity you 
will gain around your deployments. 

5 5. Database delivery issues are 
discovered late in the process

Without a continuous, automated 
cycle of collaboration between 
developers and DB teams, manual 
database reviews happen right 
before deployment. This is way too 
late. The later the bugs are 
discovered, the more expensive it is 
to fix them. 

The ideal scenario includes 
conducting dry-runs and testing 
with a Shift-Left mentality way 
before the production stage. In 
reality, however, the database 
delivery pipelines lack consistency 
and rarely function properly.
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6 Lack of self-service 
leads to bottlenecks

Database changes are driven by the 
specialized small teams, usually 
consisting of DBAs, and not by 
DevOps or Dev teams, creating 
bottlenecks, delays, and long 
feedback loops.

Developers get frustrated when 
finished code gets stuck with the 

DBAs prior to release, and DBAs get 
overwhelmed by tickets, with nearly 
a third of their time being sucked 
into deploying database changes. 
More and more DevOps adopters 
are finding the lack of database 
automation to be a huge roadblock.

7 Security and 
compliance issues

With application code changing 
almost every day and multiple 
developers accessing the code from 
different locations (often overseas), 
only a comprehensive governance 
solution can help make continuous 
integration and continuous 
development (CI/CD) a safe 
methodology to implement.

Not including such a critical 
element as the database into a 
DevSecOps process is a disaster 
waiting to happen. What’s even 
worse, as DBA time-shifted into 
change delivery, it did so at the 
expense of security.
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8 Lack of transparency 
and visibility 

Many organizations manage to get 
hold of the right software tools to 
implement DevOps but fail when it 
comes to managing everything as 
one big functional ecosystem. This 
is often caused by a lack of a 
centralized monitoring and 
governance solution to make 
management easier.

Besides the challenges caused by 
manually managing the various 
solutions and development 
environments, decision-makers 
have little to no ability to access 
database delivery data to improve 

performance. This means that the 
two biggest benefits of 
DevOps—better quality and faster 
time-to-market—are lost in the 
database.

To make matters worse, manual 
management of databases (and 
lack of database DevOps) 
complicates the accessibility of the 
data, leaving no clear paths for 
performance improvement. As a 
result, DevOps cannot accelerate 
further and companies cannot 
shorten processes and improve 
time-to-market. 

9 Lack of collaboration and 
long feedback loops

Establishing clear and smooth 
processes that improve 
communication between 
developers, IT, and DB teams is a 
crucial step toward success. 

Reviewing database changes cannot 
be the afterthought at the end of the 
workflow cycle. It needs to become 
an integral part of the automated 
workflow with real-time alerts. 
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10 Competing 
Priorities

While developers want to make 
changes fast, the DBAs strive to 
preserve stability. Nobody is wrong, 
but the discrepancy between the 
incentives creates a conflict of 

interests and inevitably leads to a 
reduction in quality owing to less 
testing, more release issues, and 
lack of collaboration between the 
teams.

I N  S U M M A R Y

Rise in technical issues that are 
unique to the database world1
Manual deployments cause 
bottlenecks and delays2
Manual deployment increases 
risk of failure3
Changes to application code fail 
to take into account the unique 
nature of the database4
Database delivery issues are 
discovered late in the process5

Lack of self-service leads to 
bottlenecks6
Security and compliance 
issues7
Lack of transparency and 
visibility8
Lack of collaboration and 
long feedback loops9
Competing Priorities10
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DevOps for databases
the main challenges of adoption

Before touching on the solutions, 
let’s delve into the reasons why the
adoption of DevOps strategies has 
yet to reach the databases. 

36%

64%

DevOps Adoption - Where is the Database?

Adoptiong DevOps

Not Adoptiong DevOps

Multi Vendor DBs

High risk

Complex
challenges

Specialized 
professionals

Manual work

Configuration 
sensitive

Insufficient 
supporting 
solutions

Risk of blind 
automation

Compliance

Different
processes

Security

Incremental changes

D ATA B A S E
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The database
 is fundamentally different from 
the application code.

In many ways, databases behave 
quite differently than code or 
infrastructure. Major differences 
exist between application 
continuous delivery and database 

continuous delivery that 
complicate adoption; this is why 
databases remain outside of 
DevOps processes in the majority of 

1 Multiple database 
vendors add complexity

In a single organization there can 
be multiple databases in use, each 
requiring different processes and 
tooling. 

Every database engine requires a 
different way of managing changes. 

The differences occur in the way  
the changes are executed and their 
impact on the environment. For 
example, SQL changes will have 
different consequences than Oracle 
or MySQL changes.
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2 Organizations employ a fundamentally 
different process for deploying changes

This is one of the main technical 
reasons why organizations do not 
implement continuous processes 
for their databases. 

The process of application 
deployment consists primarily of 
copying new revisions from the 
binary’s source control repository 
and overriding whatever else exists. 

The process of database 
deployment, on the other hand, 
involves running SQL script(s) to 
alter the database structure and 
data from a given state to the new 
state.

There are two ways database 
changes are delivered today:

State-based delivery
Compare & Sync (state-based migration) is a commonly used 

method for deploying database changes. State-driven database 
delivery uses a compare tool to auto-generate the scripts required to 

upgrade any existing database to the next environment. 

Disadvantages of the state-based method
Using the Compare & Sync (state-based migration) method 

ultimately creates chaos between environments. The environments 
are not identical, and therefore the product is not identical.
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Migration-based method for database delivery
With migration-based delivery, migration steps are created to 

transition a database from one version to the next, mostly 
implemented via plain SQL scripts. Upgrade scripts can be executed 

on the database. 

Disadvantages of the migration-based method
Relying on migration-based database delivery helps create a 

repeatable process, but introduces new risks at the deployment 
phase. In most cases, you’ll have to build the migration code 

manually, and drifted environments can result in downtime or data 
loss—two worst case scenarios for any database administrator.

S O L U T I O N

combine state-based and migration-based methods
A solution that combines both approaches of state-based and 
migration-based delivery can counteract the risks of both methods. 
By combining both methods, you can follow best practice of build 
once, deploy many: you need to create the transition code (SQL 
script) once—and make sure you use the same code for all 
environments.
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3 Introducing changes to the 
database is higher risk

The risk around introducing 
changes to the database is 
significantly higher than doing the 
same for code. When you need to 
go back to a previous version of the 
code, that can be automated and 
achieved with a click of a button, to 
literally jump back in time. 

In the database world, rollbacks are 
much more challenging, since each 
change can affect both the 
database itself and the data it 

contains. The database requires a 
specific way to introduce changes 
that takes into account persistency 
of data. 

If you are trying to create a process 
where you create self-service and 
self-provisioning, that becomes a 
challenge as the person driving the 
process on the code side might not 
be familiar with the intricacies of 
what needs to be done on the 
database end.

Auditing &
compliance

8%

Downtime
25%

Performance
impact

21%

Data loss
23%

Database/
Application

crash
23%

Auditing &
compliance

8%

Downtime
25%

Performance
impact

23%

Data loss
22%

Database/
Application

crash
22%

2018 results

Biggest Risks When Deploying Database Changes
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4 Lack of established automation 
processes for the database

Most organizations are using 
application release automation 
tools or homegrown scripts already, 
which means they have some level 
of automation to handle the 
deployment of the application 

binaries. When it comes to the 
database, however, they usually 
don't have a similarly reliable 
infrastructure to automate the 
database delta scripts.

5 Lack of safety net 
and validation

The application deployment 
process has a built-in safety 
mechanism based on source 
control for the binaries. There is no 
way to copy binaries into the 
production (or previous 
environments) from other sources 
(e.g., a local developer PC).

With the database, however, there 
are people who have permissions to 
log in and perform changes directly 
in the database even in the 
production environment, and there 
is no notification or safety net 
mechanism to handle such 
changes.
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6 Lack of single source of 
truth for the database

Every application build process 
execution uses only code from the 
source control repository—the 
single source of truth. The binaries 
(output of the build) are deployed 
to the production, overriding what 
exists. In the database tier, there is 
no option to override what exists. 
The database deployment 

(discussed in #3) executes the 
modification steps and the 
execution of these scripts assumes 
the state of the database was not 
changed out of the continuous 
process. The problem is (as 
mentioned above in #4) that this 
assumption is not guaranteed to be 
accurate.

I N  S U M M A R Y

Multiple database vendors 
add complexity1
Organizations employ a 
fundamentally different process 
for deploying changes2
Introducing changes to the 
database is higher risk3

Lack of established automation 
processes for the database4
Lack of safety net and 
validation5
Lack of single source of 
truth for the database6

20dbmaestro.com



Adopting DevOps best practices
for the database
Building a repeatable and reliable 
DevOps pipeline that includes your 
database will help you achieve 
continued business growth. Besides 
the improved quality and faster 
time-to-market, you will invest less 
in manpower and free up your 
resources for development-related 
tasks. Database DevOps is the 

missing link in the modern CI/CD 
pipeline and it needs to be 
addressed.

Without implementing continuous 
delivery processes to the database, 
the database remains the weak link. 
Fortunately, there are solutions 
that resolve these challenges. 
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Three components
of database delivery automation

D ATA B A S E  C I / C D  R E L E A S E  A U T O M AT I O N

Smart automation with self-service for your database empowers organizations to 
release faster while improving quality. At the same time, database delivery 
automation accelerates feedback loops between developers and DBAs to save 
time and eliminate costly rework. The key is to create a repeatable process and 
balance the workload.

Checklist:
Package, verify, deploy, and promote changes on the database delivery pipeline 
throughout all environments.
Dry-run the next release on a provisional environment to catch errors in advance.
Identify, flag, and manage configuration drifts, conflicts, and errors to ensure a 
successful release every time.
Revalidate the database’s final state post-deployment and audit all changes 
made.
Automate hands-off between Dev and DBA teams.

D ATA B A S E  S E C U R I T Y  &  C O M P L I A N C E  A U T O M AT I O N

Bake in security & compliance policy as a part of the process, not as an 
afterthought.

Checklist:
Enforce and manage policies and compliance standards.
Automatically create a complete audit trail for database changes.
Ensure role-based access and delivery to fortify and secure your databases.
Document everything that happens, for troubleshooting and compliance 
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D ATA B A S E  S O U R C E  C O N T R O L

Seamless integration with all sources of database changes is key to database 
delivery automation. Another key is achieving true repeatability: scripts 
introduced and tested in the integration environment are the actual scripts 
pushed forward as tested to higher environments.

Checklist:
Keep a detailed history of all database changes. 
Automate migration code creation.
Minimize errors and time-consuming rework by utilizing database source control.
Prevent configuration drifts and errors before release.
Identify configuration drifts due to hotfixes, out-of-process changes, and 
versioning misalignments.
Ensure you are notified about inconsistencies between environments well before 
your planned release.
Control who is authorized to make changes.

The time for database DevOps
is now

The benefits of having continuous 
processes are increased 
productivity, faster time-to-market, 
reduced risk, and increased quality. 
In theory, everyone wants the 
continuous delivery processes to
also cover the database tier, but 
most organizations don't have a 
solution that addresses the 
technical and business challenges 
of database continuous delivery. 
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• Release 10x faster while improving quality with smart 
  automation for your database. 
• Accelerate feedback loops between developers and DBAs to 
  save time and eliminate costly rework.

• Extend coding best practices to your database, while facilitating 
  collaboration and accelerating release velocity. 
• Maintain a single source of truth for all database changes.

• Ensure your database is secure with role-based access and delivery. 
• Manage and enforce organizational policies and standards.
• Audit database changes to guarantee compliance with 
regulations such as SOC2, GDPR, CCPA, SOX, and HIPAA.

Database delivery automation.
Simplified.

Automate, secure, and govern your database CI/CD pipelines with a 
database DevOps platform.

See how you can accelerate your release pipeline with DBmaestro while 
ensuring secure, smooth, and high-quality release every time with CI/CD for 

your database.

Request a demo
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